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Building a working AI search system is harder than most organizations expect. This 
playbook is drawn from Matt Willsmore's June 2026 Pureinsights SIG 
presentation, bringing together lessons from real customer engagements across 
retail, publishing, and manufacturing to show where AI search implementations 
consistently succeed — and where they quietly fail.

It's organized around four layers that build on each other: index quality sets the 
ceiling for retrieval, and retrieval sets the ceiling for generation.

Watch the full session → 
Making AI Search Work — Lessons from the Field on RAG in Production

Introduction

Four layers. One system. Get any layer wrong and 
production never happens.

https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I


Each Layer Sets the Ceiling for the Next

Getting one layer right while neglecting the others produces a system that may never 
make it to production.

1. Data Indexing & Ingestion — how content is parsed and chunked
2. Information Retrieval — how the right content gets found
3. Answer Generation — how retrieved content becomes a trustworthy answer
4. Performance & Cost at Scale — how the system holds up in production

The Four Layers of AI Search



“The quality of indexing sets the 
ceiling for retrieval — and retrieval 
sets the ceiling for generation.”   

- Matt Willsmore, Pureinsights



Flat Chunking Breaks Structure

Most implementations start with flat, fixed-size chunking — splitting every N tokens 
regardless of content.

For legislation, technical standards, and product documentation, this ignores structure 
that matters: a heading separated from its body, a table row detached from its 
caption, a clause referencing “Article 7” with no indication of what Article 7 says.

The resulting chunks are not independently meaningful.

1. Data Indexing and Ingestion



Structure-Aware Chunking

Align Chunk Boundaries With Document Structure

Modern parsing tools like Docling and Llamaparse can parse using native structure 
— HTML heading levels, DOCX outline levels, XML schemas — keeping headings 
and their bodies together.

• Use structure-aware parsing (or vision models) to group related content
• Add parent-child references so the system can expand context at query time
• Index tables as both structured data and natural-language summaries
• Use vision models to caption diagrams at ingest time



Chunk Enrichment

Give Sparse Content More to Work With

Short clauses and definition rows embed poorly because they lack vocabulary. 
Generating a synthetic question or summary for sparse chunks at index time — a 
technique called HyDE (Hypothetical Document Embeddings) — expands the 
retrieval surface without altering the underlying chunk.

Apply it selectively to short clauses, table rows, and definitions, or globally as needed.



2. Information Retrieval

One Retrieval Strategy Isn't Enough

A single approach works for most queries — but not all. Some need exact text 
(a legal definition, a verbatim provision); dense vector retrieval approximates 
meaning and doesn't guarantee lexical accuracy.

Some need the freshest version of a document — a superseded regulation 
ranking alongside a current one creates real liability and safety risk.



Intent Routing

Classify the Query Before You Retrieve

The key architectural move is classifying query intent before retrieval and 
routing each query to a specialist agent — definitional queries to a term-glossary 
agent, archival queries to a version-aware agent, citation queries to an exact-
text agent. Classification costs milliseconds and adds no perceptible latency.

• Consistently the single change with the largest accuracy improvement 
across deployments

• Also reduces cost by avoiding expensive retrieval techniques where they 
aren't needed



Authority & Freshness

Official, Current Documents Should Win

Authority scoring adds document freshness — using “valid from”/“valid to” 
metadata — and source-type importance into the ranking function, so official 
current documents outrank superseded ones. Outdated or non-authoritative data 
is consistently the top user trust issue.

• Surface the verbatim source passage with every answer, at minimum via a link
• In regulated industries, consider skipping generation entirely and using the 

LLM only to select the best chunk to display



Auto-Filtering

Turn Natural Language Into Structured Filters

In domains with large document volumes, deriving and applying a filter can 
substantially shrink the initial search space — turning “last year” into date > 2024 
and date < 2026, or “sales deck” into filetype:pptx.

Asking an LLM to generate SQL as an intermediate format, then translating it into 
the search engine's DSL, was the most effective approach in our experiments.



Graph Retrieval

Extend Retrieval With a Graph Layer

Where the data has inherent structure, GraphRAG extends retrieval with a graph 
layer, enabling multi-hop queries that flat retrieval can't provide — like finding all 
obligations that apply to a particular entity under a regulatory framework.

This works best when the source data is backed by a knowledge graph, ontology, 
or relational database, letting an agent traverse to the subgraph that best answers 
the question.



3. Answer Generation

Standard LLMs Aren't Conservative Enough

For legal, regulatory, and safety-critical domains, a fabricated procedure or 
claim creates real liability. Retrieval-grounded prompting addresses this: the 
model answers only from provided context passages, cites by context 
reference number, and states uncertainty explicitly when context is insufficient.

This is achievable through prompt design alone — no model changes required.



Compound Queries

One Question Often Hides Several

Real user queries frequently ask several things at once — a question about 
reporting requirements for category B operators in Q3 covers scope, content, 
timing, and jurisdiction in one sentence. A single retrieval pass can't reliably serve 
every sub-question.

• Route compound queries to a decomposition step that splits them into 
sub-queries

• Process each sub-query independently, then fuse results into one 
composite response

• Add an evaluation step that prompts reformulation or asks clarifying 
questions when a query fails



4. Performance and Cost at Scale

Where You Run It Matters More Than What You Run
The dominant contributor to response latency is dependence on a third-party hosted AI 
service for query vectorization and answer generation — public network reliance 
introduces variable latency outside your control.

Case study: One engagement targeted a 95th-percentile response time under 400ms 
at 65 queries/second. Actual mean latency was above 600ms. Switching to an open-
source embedding model deployed in AWS SageMaker — moving inference physically 
closer to the retrieval platform — brought p95 down to 144ms at the same throughput.

• Open-source embedding models now match or exceed commercial APIs on 
standard benchmarks

• Self-hosting becomes cost-competitive at a lower threshold than most teams 
expect



Measurement and Operational Complexity

Measure Before You Optimize

Any performance optimization risks silently degrading quality — quantized or 
lower-fidelity embeddings reduce footprint in exchange for less precise 
semantic meaning. Whether that precision loss matters for your corpus 
requires measurement, not assumption.

Case study: One client maintained both a vector index and a traditional search 
index over the same content, with tens of thousands of metadata fields 
duplicated across chunked records. Consolidating to a single document 
structure with unified ingestion eliminated the duplication, simplified 
synchronization, and freed enough capacity to repurpose an entire search 
cluster.



Key Recommendations

Drawing together the lessons above, six changes with the broadest 
impact:

• Structure-aware chunking — replace flat chunking with 
structure-aligned boundaries and preserved non-text content

• Intent routing — route queries to specialist agents by 
classified intent; highest-ROI change

• Authority scoring — weight source type and validity dates so 
current documents outrank superseded ones

• Exact text return — surface the verbatim source passage 
with every answer

• Query decomposition — address multi-part queries with a 
decomposition step, not just a model upgrade

• Measure before optimizing — test every optimization against 
a golden query set



“The path from a promising 
prototype to a system that users 
trust is navigable.” 

– Matt Willsmore, Pureinsights



From Prototype to Production
The Technology Has Improved. The Failure Modes Haven't.The structural failure modes described here recur across deployments — but the path from a promising prototype to a system users trust is navigable.It requires treating each layer of the pipeline with the same seriousness, making the best use of available data, and applying techniques to address issues as they're identified:Structure-aware indexing that preserves document meaningRetrieval that routes by intent, not one-size-fits-allGeneration that's grounded, cited, and measuredThis isn't about chasing trends. It's about treating AI search as production infrastructure. If you're working on an AI search or RAG deployment, let's talk. Get in Touch or Watch the Full Webinar

The Technology Has Improved. The Failure Modes Haven't.

The structural failure modes described here recur across deployments — but 
the path from a promising prototype to a system users trust is navigable.

It requires treating each layer of the pipeline with the same seriousness, 
making the best use of available data, and applying techniques to address 
issues as they're identified:

• Structure-aware indexing that preserves document meaning
• Retrieval that routes by intent, not one-size-fits-all
• Generation that's grounded, cited, and measured

This isn't about chasing trends. It's about treating AI search as production 
infrastructure.

If you're working on an AI search or RAG deployment, let's talk.
Get in Touch or Watch the Full Webinar

https://pureinsights.com/contact-us/?utm_source=agentic_ai_ebook&utm_medium=pdf&utm_campaign=agentic_ai_use_cases
https://pureinsights.com/contact-us/
https://www.youtube.com/watch?v=QhgSNEufO8I


More from Matt Willsmore & Pureinsights

Watch the Full Webinar Recording (Video 38 min)

How AI Search Transforms Business: EMARKETER’s Journey (Video 30 min) 

Why 95% of GenAI Projects Fail — And How to Beat the Odds

Fine-Tuning LLMs — Is It Worth It?

DeepSeek Overview: Why It's a Big Deal

Challenges of Building RAG Systems In-House

https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=QhgSNEufO8I
https://www.youtube.com/watch?v=NsU_FfbxL24&t=5s
https://www.youtube.com/watch?v=NsU_FfbxL24&t=5s
https://pureinsights.com/blog/2025/why-genai-projects-fail-and-how-to-beat-the-odds/
https://pureinsights.com/blog/2025/why-genai-projects-fail-and-how-to-beat-the-odds/
https://pureinsights.com/blog/2025/why-genai-projects-fail-and-how-to-beat-the-odds/
https://pureinsights.com/blog/2025/fine-tuning-llms-is-it-worth-it/
https://pureinsights.com/blog/2025/fine-tuning-llms-is-it-worth-it/
https://pureinsights.com/blog/2025/fine-tuning-llms-is-it-worth-it/
https://pureinsights.com/blog/2025/fine-tuning-llms-is-it-worth-it/
https://pureinsights.com/blog/2025/fine-tuning-llms-is-it-worth-it/
https://pureinsights.com/blog/2025/deepseek-overview-why-its-a-big-deal/
https://pureinsights.com/blog/2025/challenges-of-building-rag-systems-in-house/
https://pureinsights.com/blog/2025/challenges-of-building-rag-systems-in-house/
https://pureinsights.com/blog/2025/challenges-of-building-rag-systems-in-house/


About Pureinsights
Pureinsights transforms how organizations interact with information through 
intuitive, human-centered solutions—combining expert services with the power of 
our Discovery platform. From AI Search and Assistants to intelligent Agents, we 
help businesses harness Generative AI, Vector Search, and NLP to unlock insights, 
streamline operations, and spark innovation across use cases ranging from 
enterprise search to complex, multimodal analysis..

Learn more at www.pureinsights.com or contact us at   info@pureinsights.com

Consulting Technology Managed Services
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